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We present and discuss the design and implementation of modular explicits,
an extension of OCAML first-class modules with module-dependent functions,
i.e., functions taking first-class modules as arguments. We show some difficulties
with the present use of first-class modules and how modular explicits solve
them in a simpler, more direct way. Modular explicits are fully compatible
with, and can be presented as an extension of first-class modules, which can be
precisely formalized by elaboration of OCAML modules and mode-dependent
functions into F¥. Interestingly, type inference for modular explicits reuses the
mechanism designed to ensure principal types in the presence of semi-explicit
first-class polymorphism, already in used in OCAML for the typechecking of
polymorphic methods and its recent extension with polymorphic parameters.
Modular explicits are meant to be the underlying language in which modular
implicits, i.e., module arguments left implicit from their signatures, should be
elaborated.

Introduction

The name modular explicits is coined from modular implicits, an extension proposed by
White, Bour, and Yallop (2014) to provide OCAML with a mechanism similar to Haskell type
classes but based on, and compatible with, the module system of OCAML. Modular implicits
build on two ideas: implementing type classes as implicit arguments in Scala proposed
by Oliveira, Moors, and Odersky (2010), but emulating type classes at the module-level
rather then at the core-level as proposed by Dreyer, Harper, Chakravarty, and Keller (2007).
Using implicit module arguments rather than implicit core-level values has many benefits,
as explained by White, Bour, and Yallop (2014).

After synthesis of implicit module arguments, we expect an intermediate representation
with explicit modules. However the existing OCAML mechanism to let term-level functions
take module parameters, first-class modules, is not expressive enough to support interesting
use-cases of implicit module arguments. Modular explicits are an extension of the OCAML
module system to support this elaboration. For this purpose, a new construct called module-
dependent functions, and its counterpart, module-dependent applications, are added to
expressions of the core language—they actually connect expressions of the core and module
languages.

Modular explicits are in fact already useful as a feature of their own, independently of
implicit modules; they were first proposed by Ryan (2019). Thomas Refis and Didier Rémy
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then proposed various use-cases to argue for their inclusion as a standalone feature, and
evolved their design to their current presentation as module-dependent functions.

Implementation The design of modular explicits is largely inspired from modular implicits.
The final design is rather different from (Ryan, 2019) so we proposed a new implementation
in (Vivien, 2024a), which is planned to be merged in the OCAML compiler in time to become
available in the future 5.5 release.

Examples marked in blue below have been processed automatically. When printed, their
output appears in green. Programs that do not typecheck are marked in red. These may
fail to typecheck or use some extension not yet available in the prototype. Other examples
left in gray have not been processed.

Contributions Our contribution is the presentation of module-dependent functions, an
extension of OCAML to facilitate the interaction between the core language and the module
language and indirectly the use of first-class modules. Besides the design and implementation
of modular explicits, the main technical contributions are the description of the typing of
module-dependent functions so as to preserves principal types and their semantics given by
elaboration into F*.

Plan We start with a quick overview of module-dependent functions (§1), followed by a
more detailed but informal description with motivating examples (§2). We then formalize
module-dependent functions for a small subset of OCAML, how to adapt type inference (§3),
and their elaboration into F¥. We end with implementation details (§5).

1 Overview

1.1 The limit of first-class modules

First-class modules (Russo, 2000), a feature present in OCAML since 3.12, allow a module
M of signature S to be packed as a value m of type (module S) using the construct
(module M : S). A first-class module can then be stored in data-structures or passed as
argument to functions. A first-class module such as m, i.e., a value of known type (module S)
can then be unpacked with the construct

let module X = (val m) in a[X]

This binds X to a module of type S that can be used in the expression a'. If m were of
an unknown type, we should write (m : (module S)) instead of m. This situation occurs in
particular when z is a function argument, as in

fun z — let module X = (val z : (module S)) in a[X] (1)
or equivalently, moving the annotation to the binding site,
fun z : (module S) — let module X = (val z) in a[X]

Here, the first-class module is immediately unpacked as a module X which can then be
used in a[X]. As this is a common pattern, OCAML already offers the following concise
abbreviation:

fun (module X : S) — a[X]

giving the (useful) illusion that the function directly receives a module as argument.

1By writing a[X] we mean an expression a in which X may occur.

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 2
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Unfortunately, there is some limitation to this pattern when the signature S contains
an abstract type component, say type t. Looking at the equivalent form (1), it is clear
that the first-class module type (module S) of 2 contains an abstract type ¢, which when
unpacked becomes the abstract type X'.t with a scope limited to the let-binding body, i.e.,
alX]. Therefore, X.t cannot occur free in the type of a[X], which is also the type of the
let-binding, as it would otherwise escape from its scope.

Example 1. fails with OCAML version 5.4.0

module type Type = sig type t end

let id (module A : Type) (x : A.t) = x

Error: This pattern matches values of type "A.t"
but a pattern was expected which matches values of type "’a"
The type constructor "A.t" would escape its scope

1.2 A tentative work around

When we write the function fun (module X : S) — a, we do not really mean a function
of type (Ja. (module S[a])) — 7[a] but rather a polymorphic function of type Vo. (module
Sla]) — 7[a], that is:

fun (type o) — fun (module X : S[a]) — a[X]

where S[a] stands for S with type ¢t = «. That is, a function that accepts as argument
any module compatible with the signature S, i.e., with a type component ¢ that might
itself be an abstract type or any concrete type, much as during the application of a functor
functor (X : S) — M. Using a universal binder that extends to the whole arrow type,
instead of an existential binder that could not appear in the type of the right-hand side,
avoids the scope escaping problem. It is a common workaround in OCAML practice.

module type Type = sig type t end
let id (type a) (module A : Type with type t = a) (x : A.t) = x

val id : (module A : Type with type t = 'a) — ’‘a — ’'a = <fun>

Notice however that this amounts to re-encoding the convenient module-level type abstraction
mechanism into the core language, somewhat along the lines proposed by Blaudeau, Rémy,
and Radanne (2024), hence loosing the convenient and concise path-based approach of
OCAML modules. In particular, it does not scale well when S has multiple abstract types,
possibly introduced in submodules.

Unfortunately, this encoding of abstract types with universal types, which may be a work
around in some cases, is no longer possible when ¢ is of higher kind, such as List.t, since
OCAML core-level type variables cannot be of higher kinds. For example, there is no way
to fix the example below as we did before, as the (type a) construct cannot introduce a
higher-kinded type.

module type Typel = sig type 'a t end
let id (module T : Typel) (x : 'a T.t) = x

Error: This pattern matches values of type ‘a T.t
but a pattern was expected which matches values of type ’b
The type constructor T.t would escape its scope

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 3
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1.3 Module-dependent functions

Module-dependent functions are a solution to the limitation of first-class modules, which
they extend by introducing a new type constructor in the language, the module-dependent
arrow (module X : S) — 7 where X may occur free in 7 (as the origin of a path leading
to an abstract type such as X.P.t or in a functor application such as P(X).P’.t). The
difference between the module-dependent arrow (module X : S) — 7 and the usual arrow
whose domain is a module type (module S) — 7 is syntactically small, but technically
significant: X : S acts as a binder for X with a scope limited to the codomain type .
Hence, (module X : S) — 7 behaves as a first-class polymorphic type? while (module S) — 7
behaves as a simple type.

The typing of modular explicits is formalized in §3 for an idealized subset of OCAML
that we call uOCAML (read microcaml). As a result of the overlapping of the two kinds of
arrows, there is also an overlapping of the typing rules. Fortunately, the typing rules have
been designed to prevent the overlapping when they would not agree. This relies on the fact
that the domain of module-dependent arrows should always be known for the type to be
treated as a module-dependent arrow.

To formalize this concept of known type, we must reveal a detail that we have temporarily
hidden for sake of simplicity—and that will be precisely addressed in §3. Arrow types
(module X : S) —¢ 7 and 71 =€ 75 both carry an additional parameter €, called a node-
variable, that allows to distinguish between types that are known (when e is generalizable
in the current context) and can be treated as dependent arrows from types that are not
yet known and should always be treated as non-dependent arrows. Node variables are of a
special kind and incompatible with usual type variables. This mechanism is also necessary to
ensure that type inference does not take a decision depending on the order in which typing
and unification constraints are solved. This is a key to ensure principal types. Interestingly,
the way we distinguish known from guessed types of module-dependent-functions is quite
close to another recent extension of OCAML? with semi-explicit polymorphic parameters by
White (2023), which itself is similar to the mechanism for typing semi-implicit first-class
polymorphism in OCAML introduced by Garrigue and Rémy (1999). More details will be
given in §3.2.

1.4 Compatibility with first-class modules

We remarked that (module X' :.S) — 7 and (module S) — 7 are distinct types in general.
However, when X does not appear free in 7, we choose to consider them equal. The
implementation will actually turn the module-dependent arrow type into an usual arrow
type whose domain is a first-class module type. This allows code-free coercions from the
type of the former to the type of the latter.

Still, module-dependent functions can only accept immediate module expressions as
arguments, whose values can therefore not be chosen dynamically (see §3.2). Indeed,
immediate module expressions cannot be stored in data structures, be the result of a
conditional expression, or more generally the result of a computation: first-class modules
must be used instead in such cases.

In other words, users have to learn the distinction and choose between module dependencies
and dynamic module arguments, but only when they write more advanced programs. In
contrast, (Ryan, 2019) used incompatible syntaxes for both features and thus forced an
early choice; this unified approach was suggested by Eduardo Rafael in 2021%.

2Module-dependent arrow types are actually no more than first-class polymorphic types of possibly higher
kinds and in no way a general form of dependent types. This agrees with the interpretation of modules F*
by (Blaudeau, Rémy, and Radanne, 2024) and the specific positions of quantifiers in this interpretation,
as shown in §4.

3Already merged in the 5.5 future release branch of the OCAML compiler.

4https://discuss.ocaml.org/t/fcm-ogand-oomodular-coimplicits-oatype-oasystem/7085
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This unified approach also adds non-trivial implementation work in various type-system
checks comparing two types with compatible head type constructors (unification, type
compatibility, subtyping, etc.), which now have to consider cases with a dependent arrow on
one side and a non-dependent arrow on the other. For example, (module X : S;) — 71 and
(module S2) — 7 are unifiable if and only if:

e inlining X in 7; leads gives a type 71’ that does not refer to to X (modulo type
equivalence) and
e (module S;) — 71’ and (module S3) — 7 are unifiable.

1.5 Encoding module-dependent functions into first-class functors

module type S = sig module type HOF = sig
type t type t
val f : 'a — 'a t module F (M : S)
end sig val value : t M.t end
end
module List = struct
type 'a t = 'a list let hof (type a) (x : a) =
let f x : _t = [x] let module Hof = struct
end type t = a
module F (M : S) =
Example 2. Shared definitions struct let value = M.f x end
end in

(module Hof : HOF with type t = a)

let hof x = fun (module M : S) — M.f x o e (eehiie R R e e )

‘a -> (module M : S) -> 'a M.t
let hoapp =

let module Hof = (val (hof 3)) in

let module H = Hof.F(List) in H.value

let hoapp = hof 3 (module List)

Example 3. With a module dependent

function Example 4. With a first-class functor

Figure 1. Comparing module-dependent functions and first-class functors

Module-dependent functions enable new, concise ways to write code, but they in fact do
not add extra power to the OCaml type system: it is possible to encode them using existing
language features, as already presented in (White, Bour, and Yallop, 2014). The idea is to
view and encode fun (module X : S) — a altogether as a first-class functor

(module functor (X : S) — struct value =aend: S’)

whose signature S’, equal to X.t — sig val value: 7[X.t] end, should be named and
explicitly given® to build the first-class value or when passing it to another function. For
our example of polymorphic identity over a parametrized type Typel, this gives:

module type ID = functor (A : Typel) — sig val value : 'b A.t — 'b A.t end
module Id : ID = functor (A : Typel) — struct let value (x : 'b A.t) = x end
let id = (module Id : ID)

This encoding can cope with higher-order abstract types and seems to cover all use cases.

However, it requires quite a few module-type manipulations, which quickly become
cumbersome. Module types cannot be passed directly to functors in OCAML, so they must
be embedded in structures—which must themselves be given a signature!

50ne may sometimes work around using the module type of construct to derive S’ from the inferred
type of the functor before packing the functor.

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 5
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We give a more complete example in Figure 1 to simultaneously show how the encoding
works with higher-order abstract types and how it quickly becomes unpractical at large scale.
Compare the one-line definition of hof in example 3 and the dozen lines of its corresponding
encoding in example 4: direct use of module-dependent functions is more concise and clearer.

2 Motivating examples

This section presents several programming patterns enabled by modular explicits, namely
type classes (§2.1), higher-kinded types (§2.3), fine-grained polymorphism (§2.4), and a
light-weight encoding of F* with modular explicits (§2.5).

2.1 Type classes with explicit applications

We briefly illustrate the use of module-dependent functions for the encoding of type classes,
i.e., what they have first been designed for, but using explicit module abstractions and
applications. We use a simple, textbook example. Advanced examples can be found in the
original paper on modular implicits by White, Bour, and Yallop (2014) and a recent, more
systematic exploration of their potential by Reader and Vlasits (2024); Reader et al. (2024).
By contrast with type classes in Haskell, the code here is fully explicit. We have emphasized
the code that could be synthesized if we had modular implicits.

We start by defining the class of types whose inhabitants can be compared for equality,
along with a generic equal function (sometimes also called a method) which when given an
instance Eq and two values of the supporting type, will check whether they are equal or not.

module type Eq = sig type t val equal : t - t — bool end
let equal (module X : Eq) x y = X.equal x y

The modules Int and Bool of the standard library happen to be instances of the Eq signature,
so we can use them directly:

let = equal (module Int) 1 2 || equal (module Bool) true true

Given an instance X of the Eq class, we may also construct an instance of Eq for lists of
elements of type X.t:

module Eq list (X : Eq) = struct
type t = X.t list
let rec equal x y = match x, y with
| [1, [1 — true
| hx::tx, hy::ty — X.equal hx hy && equal tx ty
| — false
end

let = equal (module Eq list(Int)) [1] [1;2]

Inheritance and other examples of types classes can be found in the presentation of modular
implicits by White, Bour, and Yallop (2014).

2.2 Functor type arguments

A recent proposal, coined functor type arguments by Vivien (2024b), allows type arguments
to be used directly as parameters of functors. Although this is orthogonal to modular
explicits, this extension is quite useful in combination with modular explicits. We briefly
present it here as we use it in further examples of modular explicits.

The extension allows functors to take just a type instead of a module as argument:

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 6
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module T(type a) = struct type t = a end

Such a functor can then be directly applied to a type. For example,
module Tint = T(type int)
module Tint : sig type t = int end

and therefore behaves as if we had directly define Tint as

module Tint = struct type t = int end

A significant difference is that T(type int) is a functor application which may appear in a
path while the inlined structure definition cannot.

2.3 Higher-kinded types

We may also abstract over modules whose type definition is a type operator (a parametrized
type).

module type Monad = sig

type 'a t
val bind : 'at — ('a — 'b t) — 'b t
val return : 'a — 'a t

end

Then, we may write polymorphic functions such as:

let mapM (module M : Monad) =
let ( let* ) = M.bind in
let rec map f = function
| [1 — M.return []
| x::xs —
let* y = f x in
let* ys = map f xs in
M.return (y :: ys)
in map

val mapM : (module M : Monad) — (’a — ’'b) — ’‘a list — ’'b list M.t = <fun>

This example could not be expressed with first-class modules, as the (type a) workaround
to eliminate dependencies does not work with parametrized types.

2.4 Fine-grained polymorphism

So far, we have looked at examples where modular explicits allows to explicitly quantify
over some type, and over some types equipped with specific operations. But we can also
use them to quantify over types that match specific properties. For instance, types whose
values are known to be represented as int’s at runtime:

module type Immediate = sig type t [@@immediate] end
let f (module I:Immediate) (i : I.t) = ((* something necessarily dirty *))

This is yet another (heavy) way to attach information to the type of parameters than the
one proposed in the OCAML pull request Allow explicit binders for type variables #10437,
but one that scales to higher-kinded types. For example, quantification over injective types
can be done as follows:

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 7


https://github.com/ocaml/ocaml/pull/10437

284

290

291
292
293
294
295
296
297
298
299
300
301
302
303
304
305
306
307
308
309
310

On the design and implementation of Modular Explicits Vivien, Rémy, and Scherer

module type Type = sig type t end

module T(type «) = struct type t = o end

module type Kind = sig module type K end

module Type = struct module type K = Type end

module Arrow(A : Kind)(B : Kind) = struct module type K = functor (_: A.K) — B.K end

[+]* £ Type [x] £ Type
[« — &']* f AFFFW(UIﬁiH:)(UIﬁ‘/Hj) [ — '] & functor (_: [«]) — [+]
[<] = [k]*K [0 2 0
[Ma:s.0] £ functor (a: []) — [o] [T,a: k] £ [T, c: []
[[U[Ef/% f [o] (Io'D) [,z:0] £ [T]a: o]’
oa] 2 Ttype o] ] £ 2
[[ H T(typel]. ]] ) [[6 e/]] é [[6] [[6/]]
[o — a'ﬂi % o]’ = [¢']° . [Me:o.e] £ Ax:[o].[e]
Lo [i:: Z%b z ﬁ[';tﬁd:le a: D) =l [Ac: k.e] £ fun (module o : [k]) — [a]
' - ’ [e o] £ e (module [o])

Figure 2. Encoding of F* with modular explicits.

type (, ) eq = Refl : ('a, 'a) eq

module type Injective = sig type !’a t end

let strip (module A : Injective) (type a) (type b) =
fun (Refl : (a A.t, b A.t) eq) — (Refl : (a, b) eq)

2.5 Light-weight encoding of F*

In this section we illustrate the expressiveness of modular explicits, by presenting a light-
weight encoding® of the full System F* that only uses module to encode kinds and types
and where all computations remain in the core language using dependent functions and
applications. This is what makes the encoding lighter and usable in practice.

The definition of F* is left implicit by lack of space. We write e, o, and x for terms,
types, and kinds of F¥, so as to distinguish them from expressions a and types 7 of the core
language and modules M and signatures S of the module language. However, we reuse the
same expression and type variables x and « of the core language for F¥, which are mapped
to expression variables and module variables in the translation, respectively.

More precisely, the translation of terms of F* into modular explicits is defined in Figure 2.
Grayed lines can be ignored at first. The encoding uses the functor 7" that takes a type as
argument as a direct parameter, as in the example above.

The target of the encoding, modular explicits, is stratified between core-level expressions
and module-level expressions, but module-level expressions are only used to encode kinds
and types and functors to encode higher-order kinds and types. Therefore, functors and
their applications can be fully erased during compilation (assuming that polymorphism is
restricted to values) as no runtime value depends on them.

In particular, a source expression e of F* of type o (which is itself always of the base
kind ) is translated to an expression of core-level type [[0]]b. More precisely, a variable, a
function, or an application of type 7 is translated to a core-level expression. By contrast, type

6The existence of an encoding is not new, but previous encodings would have to lift all operations at the
module level, and would be practically unusable.

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 8
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abstractions A« : k. e and type applications e 7 are translated to dependent-abstractions
fun « : [k] — [e] and dependent applications [e] (module [r]), still with the same
computational content as [e]], since modules used in the encoding never manipulate anything
else but type components. Notice that [o] is a module-level expression of signature [x].

The translation of types is slightly more involved because of the stratification of modular
explicits: a type o of kind x in F¥ is translated to a module-level expression [o] of kind [«].
When k is the kind %, it can also be translated to a core-level type [[U]]b. In this case,,
there are coercions between the two levels: we may project a module expression M of
signature Type into a core-level type M.t; conversely, a core-level type [o]® may be lifted
to a module-level type T(type [o]’) of signature Type. We slightly abuse the notation in
Figure 2 where the lines [o : «] and [o : «]* are default cases that should only be used when
o is of kind * and the preceding cases do not apply. This avoids building types expressions
of the form T(type [¢].t) and T(type [¢]’).t, which would be correct but could always be
reduced to [¢] and [o]’, which we use directly in the encoding.

Syntactic restrictions When ignoring the gray, the translation is slightly incorrect as
it encodes kinds with signatures that are not named paths. Indeed, [x — ] is a functor
signature. This can be fixed in two ways. One possibility to to use a post-processing pass to
extrude those definitions using local module bindings let module X = M in e. Or the new
local module type binding let module type K =S in e of OCaml 5.5.

Interestingly, there is a more elegant fix with a slight modification of the encoding. This
is the gray code. Instead of translating a kind directly to its signature [], we lift it to a
module []” containing a module type definition equal to module type K = [«]. This way
we can use a functor Arrow to build the lifted signature of [x — '] from [«]’ and [&']".
We then recover [[k] as the projection [7]”.K. The rest of the encoding is unchanged. For
example, the kind x — * is now encoded as Arrow(Type)(Type).K, which is a path and can
be inlined.

Core-level type constants and type operators We may add base types such as int
and base type operators such as list _, with the following translation:
[int]® = int [list 7]" = list [7]’

Then, [Aa : x.list a] would be translated to functor (« : Type) — T(type list int)
which we may bind to some module List. If we similarly bind [int] to Int, we could then
translate [list int] either to List([int]) or directly to T(list int), as both forms are
equivalent.

Soundness of the encoding The encoding preserves convertibility: that is, ¢ = o’
implies [o]] = [o']. It also preserves typability. If I'F a : o, then [I'] F [a] : [o].

Beyond F* The encoding we have shown here only uses modules for carrying type

information. Of course, modules may simultaneously carry values, as in most examples with
modules. Modules may also carry module type definitions.

3 Type inference

We formalize type inference for modular explicits using a small subset of OCAML called
nwOCAML. We present its syntax in §3.1 and typing rules in (§3.2).

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 9
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P = X|PX|P(P) Path
T = t|Pt
T = a|w|7T—=7]|(module X : Q) =7 ... Types
| o—=°T Explicit polymorphic arguments
von= ale Type & node variables
o = VYA.7 Type schemes
Q == T|PT|Qwith typet =1 Named signatures
S == @|sig D end | functor (X :7T)— S Signature
D == valz:o|typet|typet=r
| module X' :S |module type T =S Specification
a == z|Pzx|funz—alaalletz=aina|fun(z:7)—a Core expressions
| letmodule X = M ina | (module M : Q) First-class modules
| fun (module X : Q) — a | a (module N) Modular explicits
| fun(z:0)—=al(a:o0) Polymorphic parameters
M P|structdend| (M :S)|(vala:S)| (vala) Modules

M(M) | functor (X :S) - M
valz =a | typet|typet =1
module X = M | module type T =S Declaration

Figure 3. Syntax of pOCAML

3.1 Syntax of ©OCaml

nOCAML extends core ML with constructs for module expressions and signatures. Its
syntax is given in Figure 3. Syntactic productions in gray can be ignored at first, as they
are not part of modular explicits per say, but the extension with polymorphic parameters,
which will be used as to convey the institution behind the inference of module-dependent
functions types but in a simpler setting.

We distinguish identifiers x and ¢ for expressions and types of the core language and
X and T for modules and signatures of the module language. All identifiers can also be
prefixed by a path P, which is a module name, an application of a path to a path, or a
projection of a path on a module name, which we then call qualified names.

First-class modules are introduced with expressions (module M : Q) that inject a module
M as a first-class core-language value. Conversely, (val a : Q) reifies a first-class module
expression a as a module expression. Both require an explicit signature path @ unless Q
can be determined from the context.

We only explain syntactic features related to module-dependent functions. We introduce
of a new form of arrow type (module X : Q) —¢ 7, the module-dependent arrow type which
is used to type module-dependent functions.

Node variables Both module-dependent and usual arrow types carry a node variable e
that helps keep track of sharing, so as to ensure the existence of principal types. Node
variables are not specific to modular explicits: they were first introduced for typing semi-
explicit polymorphism by Garrigue and Rémy (1999) and polymorphic methods in OCAML.
They have also been used to pass immediate first-class modules as arguments without the
need for a signature annotation, and more recently for semi-explicit polymorphic parameters.

Node variables and type variables are of different kinds and cannot be mixed. Node
variables may only be substituted by other node variables and type variables by types. Still,
they otherwise behave the same and we use 7 to range over both of them. Type schemes
are types that may be polymorphic in both kinds of variables.

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 10



376
377
378

379
380
381
382
383
384
385
386
387

388
389
390
391
392
393
394
395

396

397
398
399
400
401
402
403
404
405
406
407

408
409
410
411

On the design and implementation of Modular Explicits Vivien, Rémy, and Scherer

Node variables matter in inferred types, but do not matter in yOCAML type annotations,
as the typing rule will rename them. They are omitted in user written OCAML types. When
omitted, the corresponding nodes should be understood as having fresh node variables.

Named signatures A named signature @ is a particular form of signature. It may be just
a signature name T, a qualified name P.T, or a constrained signature () with typet = .
Named signatures are used as types of first-class modules. This is just a syntactic restriction
enforced by OCAML for simplicity and efficiency of the implementation and conciseness of
printed types, which may mention paths but not signatures. Name signatures may contain
scoped polymorphic types a introduced by (type a) and appearing in 7 in Q with type ¢t = 7,
but may not contain type variables a. Named signatures are required for all core-level types,
i.e., module-dependent arrows, module-dependent functions, and first-class modules, but
not for module-level expressions, which may use arbitrary signatures S.

Arrow types In the module-dependent arrow type (module X : Q)) —¢ 7, the module
variable X is in binding position, and may occur bound in 7. There is an overlap between
the two arrows (module X : @) —€ 7 and (module Q) —¢ 7 when X does not actually
appear in 7. Here, (module Q) —¢ 7 is really a usual arrow 79 —¢ 7 where 7o happens to be
a first-class module type (module Q). We equate these two types when X does not occur
in 7—in addition to the equality of module paths induced by the typing of modules. For
example, we have

(module X : Q with type t = int) —»° X'.t
(module X : Q with type t = int) —° int
(module Q with type t = int) —° int

We distinguish regular functions fun x — a, which expect a core-expression as argument,
from explicit functions fun (module X : Q) — a, which expect a module as argument whose
signature (Q must have been explicitly given.

Similarly, we distinguish the regular application a; as from the application to an immediate
module expression a; (module M). While we may also turn a module into a first-class
module expression (module M : @), which can then be stored in a data-structure or passed
to functions, the immediate applications a (module M) do not require an explicit signature
Q for M when the type of a is known.

3.2 Typing rules

An excerpt of typing rules for expressions is given in Figure 4. Typing is recursively defined
by two judgments I' @ : 7 and I' = M : S for core and module level expressions, respectively.
We assume the reader has some intuitive knowledge of module typing, since we focus on type
inference in the core language and omit typing rules for module expressions. A description
of a simplified module system can be found in (Leroy, 1995). A more thorough account of
module typing for OCAML is given in Blaudeau et al. (2025), and especially Blaudeau et al.
(2024); our elaboration in §4 builds on this latter work.

Core-ML typing rules are as usual, except for the addition of node variables on arrow
types and, correspondingly, generalization and instantiation of node variables. We first
describe core typing rules for first-class modules, a feature present in the language since
version 3.12. We then describe the new typing rules for modular explicits.

Node variables to track known types As we explained in §1.3, we follow Garrigue
and Rémy (1999) in defining a type constructor as “known” when it is annotated by a
polymorphic (locally quantified) node variable. For example, the type I' F Ve. 7y =€ 75 is
(principally) known to be a function type, whereas the type I' - 71 — 75 is not considered

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 11
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On the design and implementation of Modular Explicits Vivien, Rémy, and Scherer

VAR Fun App
rz:0€l z:7'Fa:T F'Fai:m =11 Thaz:m
'tz:0o THfunz > a:7 =1 I'taiaz:n
GEN InsTT INSTN
I'Fa:o y#T I'Fa:Va.o I'kr I'ta:Veo
F'ka:Vy.0 I'ka:ofa+ 7] Tha:ole+ €]
ANNOTP FunP
I'ta:op (0): 01 = Ve o2 ApPPP
(o) : 01 = Ve. 02 Ix:Veosba:T I'kay:Ve.o =7 T'tas:o
Pk(a:0): 09 Pkfun(z:0) 2>a:01 271 T'taiaz:T
Mob VAL
F"M:Ql ((2) : (21 :>v7(21 I'kFa:: (module Ql) ((2) : (21 = VE. (2_)
'k (module M : @) : (module Q2) T'k(vala:Q): Q2
LETM AprPM
T'FM:S LxX:Ska:r 't aq : Ve. (module Q) —° 7 'EM:Q
I'-1letmodule ¥ = M ina: 7 't a; (module M) : 7
ArpPD
T'EM~P TEM:Q FunD
'k aq : Ve (module X : Q) —° 7 'X:VeQaba:r (Q) : Q1 = Ve.Q2
't a1 (module M) : 7[X « P] I+ fun (module X : Q) — a : (module X : Q1) —° 7

Figure 4. Typing rules for functions and applications (simplified)

principally known; in fact, if €; does not occur in I', we can generalize the type and then
consider it known.

We discuss the rules in more details below, but notice that explicit function-abstractions
(Fun, FunP, FunD) all produce a rule with a fresh, unconstrained node variable €, which
can be immediately generalized by GEN: their type is known to be a function. Then the
APPP and ApPPD rule both require that the function type be known (polymorphic in its
node variable). Finally, in addition to direct function abstractions, fresh (polymorphic) node
variables are also produced by explicit annotations, thanks to premises like (¢) : 01 = VE. 09
that we describe below.

Type annotations Since module-dependent functions and polymorphic parameters’ both
allow first-class polymorphism, we first explain type inference for the latter, which is a
simple setting. is not for polymorphic parameters which is a simpler setting.

Let us start with the typing of annotations and explain the premise (o) : 01 = Ve. o9
of Rule ANNOTP. The obvious case is when o; and o9 are equal to o. That is, the type
of the expression and of the annotation are exactly the annotation type. The premise
(o) : 01 = VE. o3 allows additional flexibility and is used in all rules where o is a source
annotation. (The premise (Q) : Q1 = Vé. Q2, which is similar is used in all rules where @ is
a source signature annotation.)

The best way to understand an annotation such as ¢ is as a retyping function of type®
o = o taking an argument of type o and returning it as a result of the same type. However,
o may contain variable nodes € whose role is to keep track of sharing between type nodes
and prevent guessing first-class polymorphism which could break principal types. Since type

"First class polymorphism is not part of modular explicits, but is planed to be release simultaneously in
OCAML version 5.5.
8The double arrow is used instead of the simple arrow to remind that this is the type of a retyping function.

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 12
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annotations provide known type information, an expression (a : o) is of the known type o.
The way to assert this is give (o) the type Ve. (o = Ve. o), where € are the node variables of
o, so that it dissociates their occurrences between the domain and codomain.

A type annotation is partial when it contains free type variables @, which should be
understood as existential variables: they may be instantiated during type inference. Hence,
we must see (o) as a function of type Va. (Ve.o = (Ve. o)), so that, after renaming node
variables independently in its domain and codomain, it may also instantiate type variables
of o consistently in its domain and codomain. We write (0) : 01 = VE. 02 to mean that
o1 = 09 is an instance of Va. (Ve.o = (Ve.o)). That is, the relation is composed of all
triples (o) : (o[€ < €])[a@ + 7| = (Ve.o)[@ < 7T]. The order of substitutions matters! This
allows to generalize nodes € that occur free in o but not the nodes nodes introduced by 7.

Polymorphic function parameters We may now explain rule FUNP and AppPP for
typing polymorphic parameters (White, 2023). This will help with the typing rules FunD
and ApPD for module-dependent functions that are similar.

For Rule FUNP, one may think of fun (z: o) — a as fun z; — let x = (z; : 0) in a: the
annotation (z : o) requires the type of 21 to be o1 and let type of « be Ve. oo while typing
a with 7, provided (o) : 01 = Ve. o2. Hence, the resulting type o1 —€ 7.

Rule ApPPP allows a polymorphic argument as to be passed to a function a; expecting a
polymorphic parameter without an annotation as long as the type of the function is known,
i.e., the annotation € on the arrow type of a; is polymorphic. Otherwise, an annotation on
the function will be needed, making the arrow node polymorphic after the annotation.

First-class modules First-class modules exist in OCAML since version 3.12.

Rule MoD is two fold. As a first approximation, it just turns a module expression M
of signature @ into a core-language expression of type (module @), which can then be
treated as a parametrized nominal type. Indeed, @ is of the form P.T with typet; = TZEI
(where P may be empty): this provides the named type P.T while each with type ¢; = 7;
clause stands for a name type parameter instantiated by the type 7;. Finally, as for
ANNOTP we allow the same additional liberty between the signature )7 of M and the
return type (module Q)2), as described by the relation (Q) : @1 = VE. Q2, which is similar to
(o) : 01 = VE.02. This relation can also actually be understood as an abbreviation for the
special case ((module Q)) : (module ;) = Ve. (module Q>).

Actually, OCAML does not currently allow @ to have free type variables. Hence, types @,
@1, and Q2 may only differ by their variable nodes in OCAML. This restriction is however
not necessary and we allow @) with type ¢t = 7 with free type variables in 7.

An expression of a first-class module type can be passed to a function without annotations,
as any other core-level expression. Rule VAL allows the reification of a first-class module
expression a of type (module Q) as a module of type @ with the construct (val a : S). This
could be used in combination with LETM that allows a local module definition in the core
language.

For example fun © — let module X’ = (val z : Q) in a[X] allows a function to receive a
first-class module as argument and use it in the body a. In fact, we could abbreviate this as
functor (X : Q) — a with the derived rule:

FuNn-Mob
X :VeQQata:r XH#T (Q) : Q1 = Ve. Q2

'+ fun (z : (module QQ)) — a : (module Q1) —° T

where the premise ((module (Q)) : (module ;) = Ve. (module Q3) has be replaced by the
equivalent but simpler relation (Q) : Q1 = Vé. Q2. Notice that X is not allowed to appear
free in 7—otherwise, this would be a module-dependent function.

A function of type (module ()) —¢ 7 can then be applied to an expression of type
(module Q). A particular case is when the argument is an immediate first-class module, as

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 13
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in a (module M : @). The derived rule would require an explicit annotation:

AppP-MoD
't aq : (module Q) —° 7 '-M:Q

'k a; (module M : Q) : 7

Rule APPM behave as APP-MoD but allows to elude the annotation in case a; is a known
type, i.e., a; : Ve. (module Q) —¢ 7, much as in Rule AppP.

Module-dependent functions and applications Rule APPD describes the application
of a module-dependent function. It is similar to rule APPM, except that in addition the
module M of type @ should elaborate to a path P, which we write I' = M ~» P. This ensures
that X', which may appear in 7 as the root of a path 7 leading to a type ¢ can be substituted
by P in the returned type of the application. (We may actually relax this restriction, as
discussed in section ?7?.)

Rule FUND describes the typing of module-dependent functions. It is similar to the
derived rule FUN-MOD except that the parameter X may now appear in 7.

Overlapping Due to the equality between (module X : Q) —¢ 7 and (module Q) — 7
when X does not appear free in 7, rules APPD and APPM are not exclusive. However, we
can only apply both of them when & does not appear free in 7, in which case both types
T[X < P] and 7 coincide. Thus, whichever rule is used, we obtain the same resulting type.
This overlapping of rules does not break principal types—and does not raise any issue. We
just apply the simple Rule APPM whenever the type in non-dependent.

Principal types The typing rules have been designed to preserve the principal type
property. We do not have a detailed proof, which would require to also have a detailed
specification of typing rules for modules (or abstract the result up to appropriate assumptions
on the typing of modules). However, the key for preservation of principal types is the use
of node-variables, which have already been used in a similar way for typing semi-explicit
polymorphism and, polymorphic methods introduced in OCAML by Garrigue and Rémy
(1999), and polymorphic parameters.

Greedy type inference mode The requirement that arrow node variables should be
polymorphic in rules ApPD and APPM prevents guessing polymorphism. Removing this
requirement would preserve type soundness but blur the distinction between known types
and inferred types. Not only this looses the principal type property, but typability become
intractable. Indeed, this allows type variables to be instantiated by arbitrary module-
dependent arrow types, even inventing module-types that do not appear elsewhere !

Still, an implementation need not do that. It may instantiate type variables by module-
dependent types only when some typing constraint requires it and thus never invent module-
dependent types. This is actually what OCAML does by default, when it is not explicitly
required to infer principal types. We call this mode greedy inference: it infers polytypes
when forced to, and immediately treats them as known types. Typechecking may then
succeed or fail, depending on the order in which type inference, hence type instantiation, is
being performed, which makes typability unstable under program refactoring.

4 Semantics of OCaml
We give a semantics to uOCAML by elaboration into F, along the lines of Blaudeau, Rémy,

and Radanne (2024). The elaboration serves as a specification of both its static semantics
(typing) and dynamic semantics, given by the erasure of the underlying F* terms.

JFLA 2024 — 35% Journées Francophones des Langages Applicatifs 14
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The static semantics coincide with that given by the type inference system: if '+ a : 7 is
derivable in the type inference system, then there exists e such that ' a: 7~ e.”

The dynamic semantics also coincides with the intuitive semantics that structures and
functors are just records and functions. Their encoding in F* introduces some administrative
redexes, for typing purposes, which can be simplified after elaboration. The elaboration
has two nice properties. First, it establishes the soundness of module-dependent functions,
inherited from F“. Second, after elimination of administrative redexes and type erasure, we
can observe that structures and records are translated in the same way, and that functions
and functors are translated in the same way.

The encoding of pOCAML into F* emphasizes that, as OCAML modules, module dependent
functions are still not really dependent on values but just on types, as they can be typed
with just higher-order polymorphism.

The elaboration is the same as in Blaudeau et al. (2024), but extended with new module
and core language constructs. There is not enough space to describe the elaboration in full
details: we just recall the most significant elaboration rules from Blaudeau et al. (2024) and
present the elaboration rules of the new constructs, including those of some intermediate
syntactic sugar.

We may see ML as an implicitly typed subset of F*. That is, source ML expressions a
can be elaborated to F* terms e in the obvious way. The elaboration judgment takes the
form I' - a : 7~ e. The rules for core ML expressions are obvious:

E-VAr E-INsT E-GEN
z:o€el I'tFa:Va.o~we 'kr INNakFa:o~e
FFz:o~z FFa:ola+T1]~erT I'Fa:Va.o~ Aa.e
E-Fun E-App
Dax:7'Fa:7~e 'Fai:m =1 ~er I'Faz:m~es
IT'kfunz > a:7 > 7~funz —e I'Faias:m ~e1 e

Notice that the elaboration rules are type checking rules, rather than inference rules. They
allow a superset of typable source expressions, as we dropped the e-flags on dependent
arrows, whose purpose was to prevent guessing of polymorphic types and ensure decidability
of type inference.

Elaboration rules at the module level are taken from Blaudeau et al. (2024).

Rules for the new constructs are in fact all derived rules modulo the simplification of the
administrative 87 redexes of elaborated terms.

Relevant elaboration rules.

E-MobD-AscCr E-MOD-SEAL
I'ks:xa.cC I'FP:C ~e T-C' <Cla+7~f F-M:37(a).C~e
E(P:8): Hv;(@).c ~~ pack fe as Hv;(@).c FFM:3"&.C~sealll ¢

While the module-level construct (P : S) is restricted to module paths, we may see (M : S)
as syntactic sugar for struct X, = M, X, = (P : S) end.X,., which could be elaborated as
follows at the module level:

E-Mobp-PAck B ~
'ks:xaC TFM:38Cwe T,8FC <Cla+7]~f
'~ (M:S):3"a.C~ pack feas 3'a.C

9Technically the converse is not true: the type-inference system is restricted with node variables to guarantee
principality, but for simplicy we omit node variables in the I' - a : 7 ~» e judgment, which thus lives in a
richer type system that can guess polymorphism freely. There are terms such that I' - a : 7~ e holds in
the elaboration system, but I' - a : 7 does not in the principal inference system, and in fact typability in
the elaboration system is undecidable in general.
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Hence, we have code free coercions between the module and core levels:

E-CORE-MODULE-ANNOT E-CORE-MODULE E-MoD-VALUE
T'F(M:s):3"a.C~e I'-M:3aCwe Tka:3aC~e
T' I (module M :S):3'a.C~e T' I (module M) :3'a.C ~ e Tk (vala):3"a.C~e

Since first-class modules can be passed around at the core-level, they need to be generative.
Hence, their existentials, if any, must be opaque, which may be realized by sealing. In
the absence of a signature annotation S, the signature of M may be used in place of S.
Conversely, we may reify a module value at the module level using the E-M0OD-VALUE rule.

Arbitrary modules In Blaudeau et al. (2024), module applications and projections
are restricted to module paths. However, we may extend them to allow arbitrary module
expressions by binding these expressions to module variables. For example an application
M, (My) stands for

(struct Xy = My, X, = My, X, = Xp(X,) end). X,

while the projection M.P may itself be rewritten as X.P where X has been bound to M at
some outer structure scope in the module language or using let-module binding in the core
language.

Module-dependent functions The encoding of module-dependent functions and appli-
cations is the following:

fun (module X' : S) - a = (module (functor (X :S) — struct value = a end))
a (module M) = (vala)(M).value

We encode the dependent function as a first-class functor that just returns a in a structure
with a single value field. The derived elaboration rule is

E-FunD
T'ES:xa.C aX:Cra:1~e

't fun (module X : S) - a:Va.C —» 7~ Aa. A\(X :C).e

In words, a module dependent function fun (module X : S) — a is elaborated as the
polymorphic function A@.A(X :C).e where A&.C is the elaboration of S and e is the
elaboration of @ under the additional bindings &, X : C.

The dependent function application a (module M) actually passes M directly to the
functor (val a) and so avoids the creation of a first-class module. This is possible because M
is a static module extractable to a path P. The expression a (module M) could be expanded
if we wish to restrict module applications to paths:

let module X = struct Xy = (val a), X, = M,r = X;(X,).r end in X.r

The derived elaboration rule is

E-AprpPD
I'Fa:Va.Ci — o~ e I'EM:Co~es I'kola— 7] FFC<Cla—T]~f

't a (module M) : ola— 7] ~e1 7 (fe2)

That is, the application of a module-dependent function a (module M) is an application
e1 T (f ea) where e; and ey are the elaboration of a and M, 7 is the instantiation of e; so
that the type of es is a subtype of the type of a; T materialized by the coercion f. This
requires that the signature of M be concrete. (In the inference system, this is a consequence
of THFM~~P.)
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5 Implementation subtleties

The implementation of modular explicits contains a few subtleties. We just wish to mention
one. The implementation of type inference in OCAML is based on a mutable representation
of types as graphs, with unification performed in-place following a union-find algorithm.
Thus, when unifying (module X; : Q1) —¢ 71 with (module X5 : Qo) —¢ 72 we need to
unify 71 and 75 together, leaving us a type 7 which is a mix of both. However 7, and 75 do
not necessarily live in the same context; this is new with module-dependent functions, as
previously modules were not bound within types.

So we also unify X; with X5 in order to ensure the well-formedness of (module X} : Q1) —€
7 and (module X5 : Q2) —¢ 7. This required adding a new category of identifiers to the
OCAML typechecker, that come with a unification mechanism, and extending extending the
support for logging unifications and backtracking over them, etc.

Conclusion

Modular explicits are a small extension to first-class modules. In principle, they do not
increase expressiveness. In practice however, they considerably improve conciseness and the
interaction between the core and module levels, by turning module-level first-class functors
into core-level module-dependent functions. This enables new programming patterns that
were previously unpractical, and programming with modules directly at the core-level.

Although types of module-dependent functions and functions over first-class modules
are two different constructions that are typed differently, their overlapping is made mostly
transparent to the user, who only sees one kind of arrow that can be treated as a module-
dependent arrow type when there is sufficient type information to know the dependency.
Interestingly, the implementation reuses the OCAML existing trick to keep track of principal
types and smoothly move from dependent to non-dependent arrow types when needed.

Although modular explicits have been originally designed as the language in which modular
implicits will be elaborated, many examples of modular explicits need not implicit arguments
to be usable—or need not them at all. Hence, modular explicits are useful by themselves.

Interestingly, modular explicits have been added to allow modules to be used for program-
ming in the small, which in turn called for extending modules with functor type arguments
to further smoothen the interaction between the module and core levels.
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